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Sometimes the sequel is better than the original

…which sometimes says more about the original than it 
does about the sequel.

Our first version of a HABDAC API was in production, it 
serves concentrations calculations to be visualized. But…

● The API is too slow even on a small time range.
○ Querying for a few hours at a time was possible, but days 

or weeks would never complete.

● The import mechanism is also slow, and worse: it’s 
brittle and requires code updates for every new 
model or instrument.

● The data pipeline has some operational 
monitoring, but it’s spotty, and never really seems 
to tell us what we want.



A second chance

The goals for the next iteration:

● Sub-second response times for near term 
queries, and < 10 seconds for larger, 
aggregate reports.

● Refactor code so that new instruments, 
models, or species classifications are 
non-issues (needing only an hour or two 
at the keyboard).

● Refine pipelines and monitoring to enable 
same-day alerts, as well as make them 
more reliable.



Specifications to Inspire and Haunt

“A species wins when its value is the 
highest value in the row that 

exceeded its species threshold”

Algorithmically, this requires:

● Sorting every species 
classification (for ~200 
species)…

● …then comparing that value 
to an inputted threshold (say, 
“value >= 0.4”)…

● …for hundreds of millions of 
classification rows.

…which is not the amount of 
computation we want to wait on.



The Toolset

The system mostly works, but needs to be 
better and faster. So no drastic changes or 
rework.

● Python data analysis libraries
○ (Pandas, Numpy, psycopg, etc.)

● Postgres and its Timescale DB extension 
(now called TigerDB)

○ In particular: its table partitioning feature to 
allow parallel processing on configurable time 
bins (one partition per day, for example)

● A searching and fearless moral inventory 
of our first API implementation.

○ And hopefully all the things we’ve learned from 
our mistakes.



Pre-sort, Pre-calculate, Twice

● Postgres is great at ignoring rows, particularly those in 
an index.

● But not great at raw computation.

● So cheat: pre-sort and pre-calculate the species 
winners for threshold 0.5 and 0.0, and index the 
results.

Based in the inputted ROI filter parameter, you can then 
ignore a huge number of rows in the database that can’t meet 
the threshold, and do the more expensive computation on the 
fewer rows that meet the conditions.

Napkin math:

● 33% eliminated for threshold of 0.5
● 52% for 0.7
● 60% for 0.8



Storage Improvements

● For the model classification 
outputs we found that 
confidence values drop off 
quickly after the ~10th highest 
value.

● So, even though we might have 
~200 possible classification 
values it’s pretty safe to assume 
that everything after the top 10 
will be close to zero.

We’re mostly interested in confident 
winners (and not noise), so store the 
data accordingly.

Highest confidence 
of *any* ROI is 1.0

The 10th highest of 
*any* ROI is 0.05

Second highest of 
*any* ROI is 0.49



Partitions and Extents

● Alas, we don’t get the benefit of the 
TSDB time series + columnar 
tables. But we do get “chunked” 
tables, which benefit from parallel 
query workers.

● After 100 million rows, Postgres 
indexes start to get tired. So we 
have to background and cache hot 
path queries like “what’s the latest 
timestamp for all instruments?”



ASCII Art vs. Near real-time alerting
In an ideal world we have all recent data and we have it
every time we ask for it.

??? = looking for an alert condition above it (!!!)

            a bit ago                    right now
           /                            /
type 1    |------------!!!----!!!---!!!|  (1 alert right now, 2 a bit ago)
                                    ???

type 2    |--------!!!!!!--------!!!!!!|  (1 alert right now, 1 a bit ago)
                                 ??????

type 3    |----------!------!-----!---!|  (1 alert right now, 3 a bit ago)
                                      ?

…but instruments, data transfer, classification, and transforms all have 
delays! Data “now” and reality-now are hours apart!

type 1    |--!!!----!!!---!!!----------|  (no alerts)
                                    ???

type 2    |--!!!!!!--------!!!!!!------|  (no alerts)
                                 ??????

type 3    |--!------!-----!---!--------|  (no alerts)
                                      ?



ASCII Art and Alerting Thresholds (continued)

Solution: rolling query windows

type 1    |--!!!----!!!---!!!----------|
           ???                       (no alert) +
            ???                          (1 alert) +
             ???                         (no alert) +
              ???                        (no alert) +
               ???                       (no alert) +
                ???                      (no alert) +
                 ???                     (no alert) +
                  ???                    (no alert) +
                   ???                   (no alert) +
                    ???                  (1 alert) +
                                          …

—----------------------------------------------------
                                         3 total alerts

…with similar treatment for the other types of alerts.



Refactor and polish

● Refactor to use Postgres’ JSON data 
types to allow for more flexible imports 
(instead of rigid, immutable enums).

● Use Python to pre-sort, pre-compute, 
and transform, then use Postgres bulk 
insert (COPY FROM STDIN) methods 
to reduce ingest time from hours to 
minutes.

● NGINX HTTP request caching to keep 
the UI feeling snappy.



Lessons

● Use the tools for what they are 
tuned for (Postgres vs. Python)

● Sometimes the right way can only 
be determined by exhaustively 
finding all of the wrong ways.

● Scale happens. Try to plan and test 
accordingly.



Questions?

Thank you!

Contact: josh.rhoades@tetratech.com

mailto:josh.rhoades@tetratech.com

